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Abstract 

The proliferation of digital data within criminal justice systems has created both an unprecedented opportunity and a 

profound responsibility for data analysts and data scientists. This article examines how quantitative expertise can be applied 

to two interconnected domains: predictive policing, defined as the use of statistical models to forecast the geographic and 

temporal concentration of crime, and recidivism risk assessment, defined as the use of algorithmic tools to estimate the 

likelihood that an individual convicted of a crime will reoffend. Drawing on empirical research published between 2012 and 

2024, the paper synthesizes key methodological contributions, practical deployment models, and unresolved ethical tensions. 

The authors argue that data professionals entering the criminal justice space must operate with a dual commitment: to 

analytical rigor and to the equitable treatment of all individuals subject to algorithmic evaluation. 

Keywords: predictive policing, recidivism, risk assessment, algorithmic fairness, criminal justice 

analytics, machine learning 

Özet 

Ceza adalet sistemlerindeki dijital verilerin hızla çoğalması, veri analistleri ve veri bilimciler için eşi görülmemiş fırsatlar ve 

derin sorumluluklar doğurmuştur. Bu makale, nicel uzmanlığın iki kritik alanda nasıl uygulanabileceğini incelemektedir: 

tahmine dayalı polislik (suçun coğrafi ve zamansal yoğunlaşmasını öngörmeye yönelik istatistiksel modeller) ve yeniden suç 

işleme riski değerlendirmesi (bireylerin yeniden suç işleme olasılığını tahmin eden algoritmik araçlar). 2012–2024 yılları 

arasında yayımlanan ampirik çalışmalardan yararlanan makale; metodolojik katkıları, gerçek dünya uygulama modellerini ve 

çözüme kavuşturulamamış etik gerilimleri sentezlemektedir. Ceza adaleti alanına giren veri profesyonellerinin analitik titizlik 

ile algoritmik değerlendirmeye tabi tutulan bireylerin hakkaniyetli muamele görme hakkına karşı çifte sorumlulukla hareket 

etmesi gerektiği savunulmaktadır. Analistlere, kurumsal uygulayıcılara ve politika yapıcılara yönelik somut öneriler 

sunulmaktadır. 

Anahtar Kelimeler: tahmine dayalı polislik, yeniden suç işleme, risk değerlendirmesi, algoritmik adalet, 

ceza adaleti analitiği, makine öğrenmesi 

INTRODUCTION 

Criminal justice systems in the United States and globally are confronting a dual crisis of legitimacy and 

capacity. Rising caseloads, persistent racial disparities, resource constraints, and public skepticism 

toward law enforcement institutions have converged to create an environment in which data-driven 

reform is simultaneously more necessary and more contested than at any prior moment (Berk et al., 

2021: 4). Against this backdrop, the rapid expansion of the data science profession — projected to grow 
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by 36 percent between 2021 and 2031 — represents a latent reservoir of analytical capacity that the 

criminal justice field has only begun to tap (Bureau of Labor Statistics, 2022). 

Data analysts and scientists bring tools that are directly applicable to core justice challenges: statistical 

modeling, pattern recognition, anomaly detection, geospatial analysis, natural language processing, 

and machine learning. Yet the transfer of these competencies from commercial or biomedical domains 

to the justice context is neither automatic nor risk-free. Algorithmic systems embedded in high-stakes 

decisions about policing, bail, sentencing, or parole carry the potential for significant harm if designed 

or deployed carelessly (O'Neil, 2016: 3; Angwin et al., 2016). 

The central question motivating this article is not whether data science has a role in criminal justice — 

the evidence reviewed here suggests it does — but rather how that role should be structured to 

maximize social benefit while minimizing the risks of bias amplification, accountability deficits, and 

misuse. This question is especially urgent given the proliferation of commercial algorithmic tools in 

justice settings, many of which have been adopted without rigorous independent evaluation or 

community engagement (Richardson et al., 2019: 17). 

The article is organized as follows. Section 2 establishes the data landscape and conceptual 

foundations. Section 3 reviews the literature on predictive policing. Section 4 examines recidivism risk 

assessment. Section 5 presents the methodology underpinning this review. Section 6 covers ethical 

frameworks. Section 7 provides targeted recommendations. Sections 8 and 9 offer discussion, followed 

by limitations and future research directions. Section 10 concludes. 

2. LITERATURE REVIEW 

The application of data science to public-sector decision-making has a rich theoretical lineage. 

Davenport and Patil (2012: 70) identified the emergence of the "data scientist" as a distinct professional 

role, characterized by the ability to synthesize statistical rigor, computational fluency, and domain 

expertise. Their foundational work, while primarily oriented toward commercial settings, anticipated 

the eventual diffusion of these competencies into governance and public administration. Subsequent 

scholarship has examined how algorithmic decision-making interacts with bureaucratic structures, 

legal frameworks, and democratic accountability mechanisms (Pasquale, 2015: 8; Eubanks, 2018: 12). 

Within criminology, quantitative approaches to crime analysis predate the current era of machine 

learning by several decades. The Chicago School's ecological studies of urban crime in the 1920s and 

1930s established spatial analysis as a legitimate criminological method (Shaw & McKay, 1942: 44). 

Actuarial approaches to offender classification — which assign numerical risk scores based on 

population-level statistics — have been documented since at least the 1920s and have been 

continuously refined through the twentieth century (Harcourt, 2007: 22). What distinguishes the 

contemporary moment is the scale and speed at which these methods can be applied, the granularity 

of the data available, and the degree to which outputs are being embedded in consequential 

institutional decisions. 

The transition from manual actuarial scoring to fully algorithmic risk assessment gained significant 

momentum following the widespread adoption of computerized records management systems in U.S. 

law enforcement agencies during the 1990s. The development of Geographic Information Systems 

(GIS) enabled analysts to overlay crime incident data with sociodemographic and environmental 
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variables at unprecedented spatial resolution (Weisburd & McEwen, 1997: 3). These capabilities laid 

the groundwork for the hotspot policing paradigm, which demonstrated robust empirical support 

across multiple randomized controlled trials (Braga et al., 2014: 649). 

The 2010s witnessed the commercialization and scaling of these approaches. Predictive policing 

platforms such as PredPol (subsequently rebranded Geolitica), ShotSpotter, and HunchLab were 

adopted by dozens of municipal police departments, driven in part by federal funding streams that 

incentivized technology adoption (Lum & Isaac, 2016: 14). Simultaneously, recidivism prediction 

instruments — most prominently the COMPAS system developed by Northpointe — were integrated 

into bail, sentencing, and parole workflows in multiple jurisdictions (Angwin et al., 2016). This rapid 

diffusion preceded the development of adequate evaluation frameworks, creating a governance gap 

that subsequent scholarship has sought to address (Mittelstadt et al., 2016: 1). 

The scholarly conversation on algorithmic fairness in criminal justice was dramatically accelerated by 

ProPublica's 2016 investigation of the COMPAS recidivism tool. Angwin et al. (2016) documented that 

the instrument exhibited substantially different false positive rates across racial groups, flagging Black 

defendants as high risk at approximately twice the rate of white defendants. This finding generated an 

extensive interdisciplinary literature examining the mathematical relationships among different 

fairness criteria and the conditions under which they can and cannot be simultaneously satisfied. 

Chouldechova's (2017: 153) formal proof — demonstrating that calibration, equal false positive rates, 

and equal false negative rates cannot simultaneously hold when base rates differ across groups — 

represents a landmark contribution to this literature. The proof implies that any risk assessment 

instrument deployed in a context of structurally unequal base rates must embed normative tradeoffs, 

regardless of the technical sophistication of its designers. Subsequent work by Corbett-Davies and Goel 

(2018: 1) extended this analysis to show that the apparent conflict among fairness criteria is, in many 

cases, a conflict among competing conceptions of justice rather than a purely technical problem. 

The legal dimensions of algorithmic decision-making in criminal justice have been examined by scholars 

including Stevenson (2018: 303), who analyzed the effects of risk score introduction on bail decisions 

in New Jersey, and Mayson (2019: 2218), who examined the constitutional implications of predictive 

detention. The emerging consensus in this literature is that algorithmic tools can improve consistency 

and reduce certain forms of individual-level bias, but may simultaneously entrench structural 

inequalities encoded in historical data (Richardson et al., 2019: 19). 

A parallel strand of literature focuses on the organizational prerequisites for effective data science in 

criminal justice. Police departments and court systems frequently lack the data governance 

infrastructure — standardized schemas, quality control processes, longitudinal linkage capabilities — 

that effective analytical work requires (Perry et al., 2013: 7). Research by Chalfin and McCrary (2018: 

170) on police staffing and crime rates illustrates how even well-resourced agencies may lack the 

analytical capacity to evaluate the effectiveness of their own programs. The implication for data 

scientists is that institutional capacity-building — designing data pipelines, training analysts, and 

establishing outcome measurement systems — may be as important as the construction of predictive 

models. 
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3. THE DATA LANDSCAPE IN CRIMINAL JUSTICE 

Modern criminal justice systems generate data at a scale that far exceeds the analytical capacity of 

their human workforces. In the United States alone, the FBI's National Incident-Based Reporting System 

(NIBRS) collects incident-level data from over 18,000 law enforcement agencies (FBI, 2022). Courts 

generate millions of records annually covering arraignments, plea deals, trial outcomes, and 

sentencing. Corrections agencies maintain longitudinal data on incarcerated populations, including 

disciplinary incidents, program participation, and post-release supervision outcomes. 

Despite this abundance of raw data, criminal justice institutions have been slow to develop systematic 

analytical infrastructures. A 2019 survey by the Police Executive Research Forum found that fewer than 

30 percent of mid-size and large police departments employed analysts with formal training in statistics 

or data science (PERF, 2019). The result is a persistent gap between data availability and analytical use 

that data professionals are uniquely positioned to close. 

The traditional paradigm in criminal justice has been reactive: police respond to reported crimes, 

prosecutors process cases as they arrive, and parole boards review individual files with limited 

systematic comparison to historical outcomes. Data science enables a shift toward proactive decision-

making — identifying patterns, forecasting risks, and allocating resources in advance of adverse events 

(Perry et al., 2013: 4). This shift raises fundamental questions about presumption of innocence and the 

ethics of acting on probabilistic rather than individualized assessments. Nonetheless, the potential 

efficiency and equity gains justify sustained engagement by the analytical community. 

4. METHODOLOGY 

This article adopts a systematic narrative review methodology, synthesizing peer-reviewed empirical 

literature, government reports, and investigative journalism bearing on the application of data science 

to criminal justice, with particular focus on predictive policing and recidivism risk assessment. Narrative 

review is appropriate for this inquiry because the field is characterized by methodological 

heterogeneity — spanning randomized controlled trials, quasi-experimental evaluations, formal 

mathematical proofs, ethnographic studies, and computational simulations — that precludes a 

straightforward meta-analytic synthesis (Popay et al., 2006: 6). 

The literature search was conducted across five academic databases: Web of Science, Scopus, 

PsycINFO, the Social Science Research Network (SSRN), and Google Scholar. Search terms were 

organized into three clusters: (1) predictive policing terms (predictive policing, crime forecasting, 

hotspot mapping, place-based policing, spatio-temporal crime prediction); (2) recidivism assessment 

terms (recidivism prediction, risk assessment instrument, COMPAS, actuarial risk, reoffending 

probability); and (3) methodological and governance terms (algorithmic fairness, machine bias, 

disparity impact, algorithmic accountability, explainable AI in criminal justice). Cluster terms were 

combined using Boolean operators (AND, OR) to generate candidate result sets. 

Inclusion criteria required that sources: (a) were published between January 2010 and December 2024; 

(b) addressed empirical or formal analytical questions about predictive policing or recidivism 

assessment; (c) were written in English; and (d) were subject to peer review or, for government and 

journalistic sources, represented primary documentation of policy implementation. Studies published 

before 2010 were included where they represented foundational theoretical or methodological 
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contributions that have continued to shape the field (e.g., Harcourt, 2007; Weisburd & McEwen, 1997). 

A total of 84 candidate sources were identified; after title and abstract screening, 41 were selected for 

full-text review; 28 were ultimately incorporated into the synthesis. 

Each included source was analyzed along four dimensions: (1) the specific data science method or tool 

examined; (2) the empirical evidence bearing on predictive accuracy; (3) the equity implications, 

including any evidence of disparate impact across demographic groups; and (4) the governance or 

institutional context of the application. Findings were organized thematically across the two focal 

domains and synthesized to identify convergent conclusions, unresolved tensions, and gaps warranting 

further investigation. The analytical framework draws on Berk et al.'s (2021: 6) taxonomy of fairness 

criteria and Richardson et al.'s (2019: 18) concept of "dirty data" as a structural threat to valid 

algorithmic inference. 

The authors acknowledge that the selection of sources and the framing of findings inevitably reflect 

analytical choices that are not value-neutral. The decision to treat algorithmic fairness as a central 

evaluative criterion — rather than, for example, pure predictive accuracy — reflects a normative 

commitment to equity that is made explicit here rather than obscured. Where the literature presents 

competing interpretations of the same evidence (as in the COMPAS controversy), both perspectives are 

represented and the basis for the synthesis conclusion is stated. The goal is to produce an assessment 

that is transparent about its assumptions rather than falsely presenting itself as a purely technical 

enterprise. 

5. PREDICTIVE POLICING: OPPORTUNITIES, MODELS, AND LIMITATIONS 

The empirical foundation for geographic crime concentration is well established: approximately 50 

percent of crime occurs in approximately 5 percent of urban locations, a phenomenon that Weisburd 

(2015: 133) termed the "law of crime concentration." This spatial regularity makes crime a natural 

candidate for predictive modeling. Early implementations relied primarily on kernel density estimation 

and spatial regression (Chainey et al., 2008: 4). More recent systems incorporate temporal variables, 

socioeconomic indicators, and event-based triggers to improve forecast accuracy. 

Data scientists working in this domain employ several families of methods. Autoregressive models — 

including Hawkes process variants — capture the contagion dynamics of certain crime types, 

particularly gang violence, where an initial incident elevates the probability of retaliatory events in 

nearby locations (Mohler et al., 2011: 100). Ensemble machine learning methods, particularly gradient 

boosting and random forests, have demonstrated superior predictive accuracy over logistic regression 

baselines in multi-city evaluations (Berk, 2012: 45). Spatial join methodologies allow analysts to 

augment police incident records with external data sources — census demographics, liquor license 

locations, transit patterns — to construct richer feature sets. 

Natural language processing techniques have been applied to unstructured incident reports and social 

media streams to extract signals that precede crime escalations (Wang et al., 2017: 2). The integration 

of these data sources requires careful attention to data quality, temporal alignment, and the risk of 

reinforcing existing enforcement biases. 

The most serious methodological challenge in predictive policing is the feedback loop problem. When 

police are directed to patrol predicted hotspots, they are more likely to encounter and report crime in 
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those areas — not because crime is necessarily more frequent, but because enforcement attention is 

concentrated there. If the resulting incident data is then used to retrain the predictive model, the 

system can progressively amplify the initial spatial bias (Lum & Isaac, 2016: 14). 

Lum and Isaac (2016: 16) demonstrated through a simulation study using drug crime data from 

Oakland, California, that a model trained on arrest records would direct enforcement toward 

predominantly Black and Latino neighborhoods regardless of the actual distribution of drug use in the 

population. Methodological responses include the use of victimization survey data rather than arrest 

records as ground truth, synthetic data augmentation to counterbalance underrepresented areas, and 

fairness-aware forecasting models that explicitly constrain disparities across demographic groups 

(Chouldechova, 2017: 157). 

The Los Angeles Police Department's deployment of PredPol between 2011 and 2020 is one of the 

most extensively studied cases in predictive policing. An independent evaluation found that PredPol 

generated meaningful predictions for property crimes such as burglary and auto theft, but substantially 

weaker predictive validity for violent crimes — a distinction with major implications for how outputs 

should be used (Hunt et al., 2014: 23). The program was discontinued in 2020 following community 

pressure and a report documenting systematic disparities in model-directed patrols. 

By contrast, the New Orleans Police Department's covert use of Palantir Technologies' predictive 

analytics — deployed without public notice — illustrates the governance failures that occur when data-

driven tools are adopted without transparency or community engagement (Jouvenal, 2018). These 

contrasting cases underscore the importance of both technical rigor and democratic accountability in 

predictive policing implementation. 

6. RECIDIVISM RISK ASSESSMENT: ALGORITHMIC TOOLS IN HIGH-STAKES DECISIONS 

Recidivism — the return to criminal behavior following conviction or release from incarceration — is 

one of the most consequential outcomes in criminal justice. The Bureau of Justice Statistics estimated 

that approximately 68 percent of released prisoners were arrested at least once within three years of 

release, and 83 percent within nine years (Alper et al., 2018). The capacity to identify individuals at 

elevated risk of reoffending and intervene with targeted programs is therefore a major lever for both 

public safety and humane treatment. 

Risk assessment instruments have a long history, predating the current era of algorithmic tools. 

Actuarial methods based on static factors such as age at first arrest, number of prior convictions, and 

employment history were developed in the 1920s (Harcourt, 2007: 35). The contemporary generation 

of tools — including COMPAS, the Public Safety Assessment (PSA), and the Level of Service Inventory-

Revised (LSI-R) — extends this tradition with machine learning capabilities and larger feature sets, 

typically administered at bail determination, sentencing, or parole hearings. 

Modern recidivism prediction models employ supervised classification algorithms trained on historical 

cohorts of justice-involved individuals. The target variable is binary — whether an individual reoffends 

within a specified time window, typically two to five years — and the feature set includes static 

variables (demographics, criminal history) and dynamic variables (self-reported attitudes, substance 

use, housing stability). Gradient boosting and neural networks have demonstrated improved 

discrimination over logistic regression on heterogeneous samples (Dressel & Farid, 2018: eaao5580). 
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Feature engineering is particularly critical in this domain. Raw criminal history records must be 

temporally weighted, as recent convictions are stronger predictors than distant ones. Social network 

features — whether a defendant's co-arrestees have since reoffended — have been shown to add 

predictive power but raise serious privacy and civil liberty concerns (Papachristos et al., 2015: 140). 

Data scientists must also address missing data that is non-randomly distributed across socioeconomic 

groups, creating systematic bias risks in imputed features. 

The 2016 ProPublica investigation of the COMPAS system found that the tool falsely flagged Black 

defendants as high risk at approximately twice the rate of white defendants, while white defendants 

who reoffended were more frequently misclassified as low risk (Angwin et al., 2016). Northpointe's 

response demonstrated that COMPAS was calibrated: across racial groups, a score of 7 corresponded 

to roughly the same actual probability of reoffending (Flores et al., 2016: 40). 

Chouldechova's (2017: 153) formal proof resolved this apparent paradox: when base rates of recidivism 

differ across groups — as they do in the United States due to the cumulative effects of socioeconomic 

inequality and differential enforcement — it is mathematically impossible to simultaneously achieve 

equal false positive rates, equal false negative rates, and calibration. This impossibility result has 

profound implications for data scientists: the selection of a fairness criterion is not a technical decision 

but a normative one, and it should be made transparently, in consultation with affected communities, 

and with explicit legislative guidance where possible. 

The Arnold Foundation's Public Safety Assessment (PSA) uses only nine transparent predictors and 

provides decision-makers with individual item scores rather than a single opaque output (VanNostrand 

& Rose, 2009: 7). Rudin et al. (2022: 5) developed a risk scoring system using optimal decision trees 

that matches the accuracy of opaque models on several benchmark datasets while producing auditable 

outputs. Counterfactual explanation methods — identifying the minimal change to an individual's 

feature set that would alter a model's prediction — have also gained traction as transparency tools 

(Wachter et al., 2017: 842). For a defendant classified as high risk, a counterfactual explanation might 

indicate that a reduction in prior misdemeanor convictions would shift the predicted class, enabling 

more actionable intervention design. 

7. ETHICAL FRAMEWORKS AND GOVERNANCE CONSIDERATIONS 

The application of data science to criminal justice decisions demands a higher standard of 

accountability than most commercial applications. Errors in a recommendation algorithm carry 

relatively low costs; errors in a bail or sentencing algorithm can result in prolonged incarceration, 

employment loss, family separation, and cascading social harms. Data scientists operating in this space 

must internalize this asymmetry and design their analytical workflows accordingly (O'Neil, 2016: 204). 

Key accountability mechanisms include prospective bias audits prior to deployment, ongoing 

monitoring of disparate impact across demographic groups, documentation of model limitations and 

assumptions embedded in feature construction, and defined protocols for human override of 

algorithmic outputs. The emerging discipline of responsible AI has developed tools — including fairness 

dashboards, model cards, and algorithmic impact statements — that data scientists can adapt to the 

justice context (Mitchell et al., 2019: 221). 
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A persistent misconception is that the choice is binary: either use algorithmic tools or rely entirely on 

human discretion. In practice, human-algorithm partnerships outperform either alone. Stevenson 

(2018: 320) found that bail decisions made with the assistance of a risk score were significantly less 

racially disparate than those made without. However, Dressel and Farid (2018: eaao5580) found that 

untrained human volunteers matched the predictive accuracy of COMPAS using only a brief case 

description, suggesting that the marginal value of complex algorithmic tools over informed human 

judgment may be smaller than developers claim. Data scientists should communicate clearly that 

model outputs are one input among several, not determinative verdicts, and should accompany 

outputs with confidence intervals, base rate context, and documentation of the evaluation conditions 

under which accuracy metrics were derived. 

8. RECOMMENDATIONS FOR DATA PROFESSIONALS 

Based on the preceding analysis, the following recommendations are offered for data analysts and 

scientists seeking to contribute to criminal justice through analytical practice. 

First, prioritize outcome measurement over input accuracy. Criminal justice institutions frequently lack 

the outcome data — reoffense records, supervision outcomes, victim impact measures — that would 

allow robust model evaluation. A data scientist's first contribution may be designing the data 

infrastructure needed to collect and link outcome data, rather than building a predictive model. 

Without quality outcome measurement, predictive models cannot be validated and accountability 

mechanisms cannot function. 

Second, conduct pre-deployment disparity analyses as a standard practice. Before any model is 

deployed in a consequential decision context, analysts should produce systematic analyses of predicted 

outcomes disaggregated by race, gender, age, and socioeconomic indicators. These analyses should be 

shared with legal counsel, community representatives, and decision-makers rather than treated as 

internal quality assurance documents. 

Third, advocate for transparency requirements as part of procurement and deployment contracts. 

Algorithmic tools used in criminal justice decision-making should be auditable by defendants, their 

counsel, and independent researchers. Several states, including New Jersey and California, have 

enacted partial transparency requirements for algorithmic tools used in sentencing and bail; these 

legislative frameworks provide a model for other jurisdictions (Richardson et al., 2019: 30). 

Fourth, build for the analyst who follows you. Criminal justice institutions often lack the technical 

capacity to maintain sophisticated models. Data scientists should favor interpretable models that 

institutional staff can audit and update over complex black-box systems requiring external vendor 

support. Codebase documentation, data dictionaries, and training materials for non-technical users 

should be treated as first-class deliverables. 

Fifth, engage directly with communities most affected by the tools being built. Participatory design 

approaches — in which justice-involved individuals, public defenders, and community organizations 

contribute to the specification and evaluation of analytical tools — have demonstrated both ethical 

and practical advantages. Tools designed with community input are more likely to measure what 

matters and less likely to generate outputs that decision-makers will systematically ignore (Leblanc et 

al., 2023: 875). 
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9. DISCUSSION 

The cases reviewed in this article converge on a set of common themes that should shape how the data 

science community engages with criminal justice problems. Technical sophistication is necessary but 

not sufficient. The most statistically precise predictive model is of limited value if it is trained on biased 

data, evaluated against flawed outcome measures, or deployed without governance mechanisms 

capable of detecting and correcting for disparate impact over time. 

At the same time, it would be a mistake to conclude from the documented failures of early-generation 

tools that data science has no constructive role in criminal justice reform. The same analytical 

capabilities that enabled PredPol to concentrate enforcement in minority neighborhoods can — if 

applied differently — reveal patterns of under-enforcement in high-crime areas, identify systemic court 

delays that disproportionately burden detained defendants, or evaluate the effectiveness of diversion 

programs for specific demographic groups. The question is not whether to use data science in criminal 

justice, but how to structure its use to serve justice rather than replicate injustice. 

The data professionals best positioned to answer that question are those who combine technical rigor 

with a deep understanding of the institutional context in which their tools will operate. Criminal justice 

systems are embedded in legal frameworks, political economies, and social histories that shape how 

data is generated, who has access to it, and what decisions it is used to inform. Data scientists who 

enter this space without engaging seriously with those contexts risk producing technically impressive 

but practically irrelevant or actively harmful outputs. 

A further dimension deserving discussion is the role of external validation. The commercial vendors 

who develop the most widely deployed tools — Northpointe, Palantir, ShotSpotter — have historically 

resisted independent access to proprietary training data and model internals, making external 

reproducibility studies difficult or impossible. Academic researchers, public defenders, and civil 

liberties organizations have increasingly demanded access to this information through Freedom of 

Information Act (FOIA) litigation and legislative mandate. Data scientists working within vendor 

organizations bear a particular professional responsibility to advocate for the kind of transparency that 

would permit meaningful external scrutiny of the tools they build. 

10. LIMITATIONS OF THE STUDY 

This study is subject to several limitations that should inform the interpretation of its findings and 

recommendations. 

First, the review is geographically skewed toward the United States context. While the theoretical 

arguments about algorithmic fairness and data infrastructure are generalizable, the empirical evidence 

base — particularly for predictive policing — is dominated by U.S. case studies. The legal, institutional, 

and demographic contexts of criminal justice systems in other countries differ substantially. Findings 

about the efficacy or equity implications of specific tools should not be uncritically transferred across 

jurisdictions without accounting for these differences. 

Second, the literature on both predictive policing and recidivism assessment is subject to publication 

bias. Studies demonstrating positive outcomes for algorithmic tools may be more likely to be published 

by researchers with institutional affiliations to the tools' developers, while critical studies may face 

barriers in reaching audiences with decision-making authority. This review has sought to include both 
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supportive and critical evidence, but cannot fully correct for the underlying asymmetry in the published 

literature. 

Third, the rapidly evolving technological landscape means that some findings pertaining to specific 

tools or platforms may be partially outdated at the time of reading. The COMPAS controversy, for 

example, has prompted significant redesign efforts by assessment instrument developers; the current 

generation of tools may perform differently on fairness metrics than the 2016 versions examined in the 

most frequently cited evaluations. Readers should consult the most recent independent evaluations of 

any specific tool before drawing practical conclusions. 

Fourth, this review focused exclusively on predictive policing and recidivism assessment and did not 

examine other criminal justice applications of data science — including facial recognition, gang 

database management, social media monitoring, and prosecutorial decision support — each of which 

presents distinct methodological and ethical challenges. The two domains selected are among the most 

extensively studied and most consequential, but the analysis should not be taken as exhaustive of the 

field. 

Fifth, the recommendations offered in Section 8 are necessarily general and may not translate directly 

to the operational realities of specific agencies or jurisdictions. The political economy of technology 

adoption in policing and corrections — characterized by vendor marketing, federal grant incentives, 

and internal organizational dynamics — creates implementation challenges that go beyond the 

technical and methodological considerations addressed here. 

11. FURTHER RESEARCH 

The analysis presented in this article points toward several directions in which the field would benefit 

from additional empirical investigation. 

First, there is a pressing need for longitudinal studies of the equity effects of risk assessment tool 

adoption over extended time horizons. Most existing evaluations examine fairness metrics at a single 

point in time or over periods of two to three years. The feedback dynamics identified in the predictive 

policing literature — whereby algorithmic outputs shape enforcement patterns, which in turn shape 

the training data for future model generations — may take a decade or more to manifest in measurable 

disparate impact. Longitudinal cohort studies tracking enforcement patterns and outcomes before and 

after tool adoption, spanning at least five to ten years, would substantially strengthen the evidence 

base for policy decisions. 

Second, comparative institutional research examining jurisdictions that have adopted algorithmic tools 

against matched jurisdictions that have not would help to isolate the causal effects of tool adoption 

from confounding trends in crime, policing resources, and demographic change. The difficulty of 

constructing valid comparison groups in the absence of randomized assignment makes this a 

methodologically challenging undertaking, but quasi-experimental designs — such as regression 

discontinuity or difference-in-differences approaches applied to staggered adoption timelines — may 

be feasible in contexts where tool adoption followed a discontinuous policy change. 

Third, there is substantial room for developing and evaluating participatory design methodologies for 

criminal justice data systems. While the theoretical case for community involvement in algorithmic 

governance is well developed in the literature (Leblanc et al., 2023: 877), rigorous empirical evaluations 
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of how participatory processes affect tool design, institutional adoption, and community trust are rare. 

Action research collaborations between data scientists, community organizations, and justice agencies 

could generate both practically useful knowledge and publishable contributions to the governance 

literature. 

Fourth, cross-national comparative research examining how different legal systems and cultural 

contexts shape the development and deployment of algorithmic criminal justice tools would add 

important dimensions to a literature that is currently dominated by United States case studies. 

European jurisdictions, where the General Data Protection Regulation (GDPR) imposes constraints on 

algorithmic decision-making that have no direct analogue in U.S. law, offer a particularly instructive 

comparison context. Research examining whether GDPR-compliant recidivism assessment instruments 

exhibit different fairness properties than their U.S. counterparts would contribute to both the technical 

and policy literatures. 

Fifth, methodological research aimed at developing validated disparity audit protocols — standardized 

procedures for measuring and reporting equity metrics across different tools, data environments, and 

decision contexts — would facilitate cumulative learning across evaluation studies and provide 

practitioners with actionable standards for pre-deployment review. The absence of such protocols 

currently means that equity findings from different studies are difficult to compare and that agencies 

lack a common benchmark against which to assess their own tools. 

12. CONCLUSION 

Data analysts and data scientists represent an underutilized resource in the transformation of criminal 

justice systems. Their expertise in statistical modeling, algorithmic design, bias detection, and data 

infrastructure is directly applicable to two of the field's most consequential challenges: predicting 

where and when crime will occur, and assessing the risk that justice-involved individuals will reoffend. 

The evidence reviewed in this article demonstrates both the substantial potential of data science 

contributions in these domains and the serious risks that attend careless or unaccountable 

implementation. 

The mathematical impossibility of simultaneously satisfying all fairness criteria — demonstrated 

formally by Chouldechova (2017: 155) — means that data scientists working in criminal justice cannot 

avoid making normative choices. The appropriate response to this reality is not to retreat from 

technical engagement but to make those choices transparent, to subject them to democratic 

deliberation, and to build accountability structures capable of detecting and correcting for harmful 

outcomes as they emerge. 

Criminal justice reform is, at its core, a challenge of institutional design as much as technical capability. 

Data scientists who approach this field with humility, community accountability, and a genuine 

commitment to equitable outcomes can make meaningful contributions — not only to the efficiency 

of justice systems, but to their fundamental fairness. The analytical tools exist; the question is whether 

the institutional will and professional commitment to use them responsibly can be cultivated at scale. 
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